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Assuring Networked Data
and Application Reliabili

Trusted computing, providing
signed proofs and assertions
about data and applications,

has been around for awhile in
highly secure environments.

But only recently has it
started lumbering towards
widespread deployment. What
1s trusted computing, what

do the acronyms mean and
portend, how does it apply

to digital identity, and what
does it mean that Microsoft

1s pushing it so hard?

In the Beginning...

In October, 1999, Compaq, Hewlett-
Packard, IBM, Intel, and Microsoft
announced the formation of the Trusted
Computing Platform Alliance (TCPA)
which they billed as “an industry group
focused on building confidence and trust
of computing platforms in e-business trans-
actions by creating an industry specifica-
tion for security technologies in personal
computing environments.” From the
beginning, TCPA was focused on B2B
transactions which the members were
clear would succumb to network security
problems without new approaches. As a
result, the TCPA’s founding mission was
to create “a standard set of system hard-
ware-based functions needed to establish
trust on the platform.” The push was on to
take high security techniques out of the lab
and into the real world...
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By the first TCPA meeting in November,
1999, membership had grown to over 70
hardware and software companies, with
30 of them making the trek to Houston
for the organizing meeting. Despite the
interest, however, progress on actual
design and standards was slow, and it
was nearly 18 months before the Version
1.0 TCPA specification was agreed upon

and released. The TCPA still felt its
work was critically important as it said

“In a world increasingly influenced by
the Internet, data security, information
protection and user privacy have never
been more important.” However, the
organization itself was not functioning
effectively, and releasing an updated
V1.1 of the original specification is as far



Unless something happens to derail it, the standard PC will soon have
a standard hardware set that allows either TCPA/TCG architecture,
or the Microsoft NGSCB architecture to deploy.

as it was able to proceed before near-
paralysis set in.

IBM Takes the Ball and Runs...

That specification was enough, however,
to prompt several chip makers to build
silicon which implemented TCPA v1.1.
In early 2002 IBM converted from its
proprietary security chips to TCPA and
started to ship TCPA security as an
option on some ThinkPad computers.
IBM’s experience with TCPA showed
both the strength and the limitations of
TCPA v1.1 capability. The TGCPA speci-
fication was PG specific, and did not
provide network or software level stan-
dardized support. IBM developed soft-
ware and middleware to use the TCPA
model to secure hard drives and PCs,
and also to “harden” logon authentica-
tion. You see this reflected in their adver-
tisements that ask a traveler in an air-
port “Would you worry about having
the data on your hard drive stolen if
someone stole your computer?” The
answer, of course, is “no - if you have a
TCPA enabled ThinkPad.” In addition
IBM has integrated optional biometrics
and RF proximity badges with the
TCPA hardware and their software to
ThinkPads that
Windows, are extremely secure but still

create can run
very easy to use. As of last Spring,
according to Clain Anderson, IBM’s
Program Director Client Security, over
220,000 ThinkPads with TCPA capabil-

ity had deployed into the enterprise.

Microsoft Needed More...

Microsoft, meanwhile, had since 1997
had a secret “skunk works” project by
the internal code name of Palladium
underway to design scalable and man-
ageable network capability using the
concepts of trusted computing. Over

time, this group came to realize that the
trust model of the TCPA approach had

drawn its security boundaries in the
wrong places, and too tightly. It would
be unmanageable at scale, and was very
PC centric. Thus evolved the design of
what is today called NGSCB, whose
existence was “leaked” July 2002 in a
Newsweek article. Microsoft rolled
NGSCB/Palladium out in detail pub-
licly for the first time May 6, 2003 at its
WinHEC conference with 18 hours of
technical detail tutorials.

The NGSCB/Palladium design takes a
very different approach from TCPA as to
where it draws the “trust boundary.”
TCPA cryptographically authenticates
the BIOS, and every part of the early
boot process. In contrast, NGSCB
assumes that every part of the software
other than the Nexus, including the
BIOS, device drivers, etc. is hostile (or
untrusted). NGSCB also takes an initial-
ization approach that allows proving trust
with software (the Nexus) that loads after
the computer is booted - via an approach
they call authenticated loading. This
means that nothing has to change in the
current boot process in a PC, and that
the BIOS does not have to be certified as
trusted. It also means that the trusted
Nexus can be turned on and off at any
time (or multiple times) on a running
computer without requiring a reboot.

The NGSCB approach means that you
don’t have to “prove” most of the oper-
ating system software (it remains in the
hostile domain) or even the BIOS. This,
in turn, means that you are relieved of
the management task of certifying the
configuration of those components
every time one is updated. Imagine if
you had to re-enroll and re-certify the
entire machine every time you updated
a device driver, or installed a patch for
example. The TCPA architecture would
force this, NGSCB does not.

The NGSCB approach, however,
requires changes to the CPU memory
protection instructions, as well as a high-
er level interaction with the TCPA secu-
rity chips themselves. In short, it will
require help from the hardware makers,
and also an update of the TCPA 1.1
specification if it is to deploy on stan-
dardized hardware platforms.

Inertia is Overcome...

Yet another development occurred April
8, 2003 when it was announced that the
Trusted Computing Group (TCG) had
been formed. This group was formed by
AMD, HP, IBM, Intel and Microsoft to
rectify the structural problems of the
TCPA organization and allow the speci-
fication to be advanced. Specifically,
TCG went to work to rectify the PG
Centric nature of the V1.1 spec (so the
model will allow use on non-PC devices
such as cell phones) and also to provide
the layer of standardized functionality
that trusted infrastructures such as
NGSCB will require. In November 2003
TCG released the V1.2 TCG/TCPA
specifications. Microsoft says that the
TCG 1.2 specification will create a chip
that NGSCB can use as its Secure
Computing Component, and chip mak-
ers indicate that such chips should ship
by Fall 2004.

The Mist Clears...

So where are we today? TCG has taken
over from the TCPA on the hardware
and lower level interface definitions for
standardized trusted computing compo-
nents. The NGSCB architecture, which
will use the TCG 1.2 specification along
with modified CPU, Video, Keyboard,
and USB hardware is going to be built
and deployed by Microsoft in future
Windows releases. The TCG has also
formed a working group to investigate
trusted infrastructure issues.
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But what about all that hardware
NGSCB will need? Intel and AMD
have both indicated they will provide
the CPU capability required by
NGSCB, and other major hardware
and chip makers are on board to pro-
vide NGSCB hardware PC platforms
within 18 to 24 months - NVIDIA for
the video, for example, and other chip
and board manufacturers have indicat-
ed they will build the keyboard and
USB elements.

Microsoft intends to ship NGSCB with
the next client-side Windows release
(Longhorn), but the structure of
NGSCB could allow it to ship separate
from a specific Windows release point
if needed.

Server hardware creates more problems
since it is far less standardized. It
appears this will delay server-side
NGSGCB deployment until a couple of
years of field experience with the client
side is obtained.

It appears that after many years, stan-
dardized trusted computing is near.
More important, its path is clear.
Unless something happens to derail it,
the standard PC will soon have a stan-
dard hardware set that allows either
TCPA/TCG architecture, or the
Microsoft NGSCB architecture to

deploy.
What does it Mean?

It thus appears that trusted computing
is arriving, but what will it mean? First
it means that each PC will have a certi-
fied digital identity. Because NGSCB
uses XrML instead of X.509 digital cer-
tificates, this identity can be fairly

robust and contain multiple certifica-
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tions. For example,
for computers used in

ultra-secure

govern-
ment applications the
PG identity
even certify that no

could

person who was not a
citizen of certain
countries had touched
the machine during its manufacture and
checkout. In essence, real-world physi-
cal security systems would be set up
during manufacture, certified, and then
that certification transferred to the PC
which could then provably attest to its
“birth” under such procedures. That is
an extreme example, but the point is
that a PC can start with a provable iden-
tity attesting to whatever characteristics
that machine’s manufacturer considers a
value proposition.

But the fact that the PC has an identity,
doesn’t change its ability to be used in
any way it currently is used. Because the
NGSCB structure starts with a normal
boot, insecure BIOS and OS, unless the
Nexus is loaded, the machine remains in
all respects a generic PG
Backwards compatibility is the name of

“Just

the game here. Just as a Pentium will run
code written for an 8086, so will a trust-
ed PC allow a large an untrusted envi-
ronment to run on it as you wish. And
the PG identity cannot “leak” as it can’t
leave the hardware.

And the new trusted infrastructure can
exist in parallel with an untrusted infra-
structure on the same system. Only
those applications and/or data that are
explicitly enrolled and certified as trust-
ed become part of the new trusted infra-
structure, while other applications and
data run on the same computer simulta-

neously, just as they now do. Because

digital identity can be abstracted to
many levels through many different cer-
tification authorities (digital notaries) an
infinite number of combinations of prov-
ability, traceability or non-traceability,
privacy or non-privacy enhancing trust-
ed architectures can be built. And it
seems likely that many different ones
will be built and used simultaneously.

Fear and Loathing...

Every powerful new computer technolo-
gy creates a climate of fear, usually
based on a lack of understanding or a
feeling that it will only be used by “the
others”
puter has a provable identity, many new
applications become possible with assur-
ance they will behave as desired. Some
of these things are bad, some good,

to exert control. Once a com-

many are mixed and require apprecia-
tion of the tradeoffs. Trusted computing
itself is a technological tool and is neu-
tral as to how it is used. Properly
designed trusted computing structures,
however, can finally allow digital identi-
ty to extend to the network in a safe, pri-
vate, and controllable way.

As computers and devices come to have
a true digital identity, and software
applications will also come to have their
own digital identities, and start to attest
and be agents for other digital identities.
The question is what does this do to our



ability to control what our computers
do and tell others about? Key to the
impact on the larger arena of personal
identity is how the issues of higher level
architectures that the computer is part
of are constructed. As Infrastructure
and Service Providers build trusted
applications and services, as system
integrators and application writers build
upon this basic root of trust, they
have the option to do it well or do it
poorly. And as both happen, we will
learn what tradeoffs we really want in
each arena.

Done well, trusted computing will create
and deploy products and services we
have only dreamed of, and present them
in a fashion that is readily acceptable.
Done poorly, the opportunity for identi-
ty to be used as a lock-in or lock-out
does indeed exist. Much remains to be
learned about getting serious about
identity in computing, but already it can
be shown that techniques exist to mod-
erate the pressures between certitude and
privacy, and more are certain to be dis-

covered as the technology begins wide-
spread deployment.

Not Easy To “Get”,

But You Need To

Trusted computing is a very complex
concept to get your head around and
it is safe to say that even many of those
who work on it don t really understand
its scope or implications. But it is big,
really big. It is the first truly new net-
worked computing paradigm in a long
time, and it will create uncountable new
value propositions as it becomes under-
stood and leveraged.

Trusted computing is finally moving
from years of laboratory development
and talk into reality. In two years or
less, its deployment path will be set and
well underway. At Digital 1D World we
will strive to address each of the impli-
cations of these developments and pro-
vide you the information you need to
assess trusted computing from a posi-
tion of knowledge, and not one of fear
and lack of knowledge

Trusted computing will deploy first in
enterprise and government because the
value propositions are so easily seen
and compelling while the privacy and
data ownership issues between employ-
ees and their companies are far easier to
define. But Identity is Center and
over time it is likely that trusted com-
puting will become part of the fabric of
the network  nothing else can provide
the foundation required to allow a pub-
licly accessible network to be safely and
reliably used and controlled by every
person and group who wants access to
its value. m

Resources:
Trusted Computing Group
http:/Aww.trustedcomputinggroup.or

Microsoft Next-Generation
Secure Computing Base
http:/Aww.microsoft.com/resources/ngsch

IBM Thinkpad TCPA Option
http:/imvww.pc.ibm.com/us/security
/index.html
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